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NVIDIA A100 NVIDIA L40S NVIDIA A100  NVIDIA L40S
GPT-408 LoRA (HExT144E) Stable Diffusion, 512x512 ({8514#E)

Fine-tuning LoRA (GPT-40B, GPT-175B): Stable Diffusion v2.1. Relative speedup
global train batch size: 128 (sequences), for 512 x 512 resolution image generation.
seqg-length: 256 (tokens). NVIDIA HGX™ A100 NVIDIA HGX A100 (8x A100) vs. Two systems with
(8x A100) vs. Two systems with 4x L40S GPUs. 4x L40S GPUs. Performance based on
Performance based on prerelease build, prerelease build, subject to change.

subject to change.
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GPU 7—*TUF v NVIDIA Ada Lovelace 7—F T F %
GPU XE!— 48GB GDDR6 ECCfi &

AE —HIEHE 864GB/s

AVBZ—ARI 1B TT—2R PCle Gen4 x16: 64GB/s WA &
NVIDIA Ada Lovelace 7—F 7% 18,176

Fw~R—ZD CUDA® O7

NVIDIA £3t#{ RT O7 142

NVIDIA £41#4{ Tensor 17 568

RT J7%8E TFLOPS 209

FP32 TFLOPS 91.6

TF32 Tensor 17 TFLOPS 183 1366*

BFLOAT16 Tensor .17 TFLOPS 362.05 | 733*

FP16 Tensor J7 362.05 |1 733*

FP8 Tensor 177 7331 1,466*

E—% INT8 Tensor TOPS 7331 1,466*

E'—% INT4 Tensor TOPS 7331 1,466*
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NVIDIA L40S O & 5125 L LVETRIG:
www.nvidia.com/ja-jp/data-center/l40s
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